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2019/06/22 Microsoft OpenAIצּ 10 ( 1100 )
2020/01/23 OpenAI צּ ︣ Scaling Law
2021/01/05 OpenAI צּ + CLIP DALL-E
2022/05/23 Google צּ Imagen
2022/07/22 BigScience  (HuggingFace,CNRS,GENCI צּ( Bloom
GLM-130Bצּ 2022/08/04
2022/08/22 Stability AI צּ Stable Diffusion
2022/11/30 OpenAI ChatGPTצּ
2023/02/02 Ễ 1 ṇ
2023/02/03 AI ︣ ṇ ( ể )
2023/03/14 ChatGPT Plus GPT-4ּצ
2023/03/16 Microsoft 365 Copilot Word,Outlook,Teams פּ AI צּ
2023/05/24 ṡ Ṣ
2023/07/18 Meta LLaMA2צּ
2023/10/03 AI (NII) ELYZA צּ
2023/12/19 ḱ צּ Swallow -7B,13B,70B
2024/02/15 Google Gemini Pro 1.5צּ
2024/03/04 Anthropic Claude3צּ
2024/04/18 Meta LLaMA3צּ
2024/05/10 Fugaku -LLM 3

כֿכֿ AI
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Scaling Laws for Neural Language Models

ḱ ὅ ṇ x ṇ
ḱ ὅ GPU x 
ḱ ṇ ︣ שּ
ḱ ︡ שּ כֿ אל

https://arxiv.org/abs/2001.08361
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ể
- HPCG
- Graph500

- TOP500 ( 20.06- 21.11)

- HPL-AI ( 20.06- 21.11)

5

& 
- A64FX (ARM)
- 5 PB memory
- 158,976 nodes
- 442 * 

( ṇ )
- 30M W
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*1 (FLOPS) = 1 10 15(1000 )
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ḱ ṇ ṇ Megatron -DeepSpeed ṡ Ṣ ︡ḭCPU

ẓ Ỉ ṕ110 פּפּ ךּ 18צּ Ṗ

ḱṡ Ṣ וֹ 3 ︡ḭTofu ṇ
D
ẓ ễ

ḱ GPUּצ ךּ ףּ ḭ GPU צּ
ךּ ḭצּ ḭṡ Ṣ אל ךּ CPU
קּ כֿ ︡ כֿ ḭ פּ



ṡ Ṣ Transformer
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¸Transformer ṡ Ṣ ︣ ḭ
ṇ

¸ ḭ ḭ

ṇ ṇ (PyTorch )

(Megatron -DeepSpeed )

Transformer (GPT -x)

צּ ︡ ṡ Ṣ וֹ ṇ
ṇ ḮLLM וֹ

3 ṡ Ṣ וֹ

Transformer ḭ

Transformer וֹ
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GPT

שּ -

ẓ A64FX 66%ḭA100 49% כֿצּ אל ךּ

ẓ ṇ 1/3 ףּ קּ טּצּ
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2022 2 ṇ
https://hpcic -kkf.com/forum/2022/kkf_02/data/yokota_kkf2022 -02_v2.pdf
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Implementation of Batch Matrix Multiplication 

Large Language Models (LLMs) represent a significant leap

LLM training is also carried out on the supercomputer Fugaku .

LLM process is dominated by matrix multiplications
2 types of matrix multiplication

A large size matrix multiplication

Batch Matrix Multiplication (BMM): performing multiple matrix 
multiplications 

© Fujitsu 2024

We propose an efficient BMM implementation for A64FX CPUs.

# of batches 

ṏ
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Implementation of Batch Matrix Multiplication for Large Language Model Training on A64FX CPUs, Hiroki Tokura et al., COOL Chips 27



PyTorch  uses BLAS routines to accelerate matrix 
multiplications in LLMs

A matrix multiplication is assigned per thread
The performance is decreased if the number of matrix multiplications is 
less than the number of cores

PyTorch  original implementation

© Fujitsu 2024

Thread ID

Matrix multiplication0

Matrix multiplication1

Matrix multiplication5

6

47

Time

# of batches

Idle threads

The execution time

Batch matrix multiplication patterns appeared 
in the LLM training of our evaluation. 

Pattern 1 2 3 4 5

Transpose of A No No No Yes Yes

Transpose of B No Yes Yes No No

# of matrix
multiplications 6 6 6 6 6

M 144 144 2048 2048 2048

N 2048 2048 144 2048 2048

K 2048 2048 2048 144 144

LDA 2592 864 2048 2592 2592

LDB 2048 2048 2592 2592 864

LDC 144 144 2048 2048 2048
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A64FX CPU has 48 cores
48 Threads are divided into Thread -Groups(TGs) every ὸthreads

A matrix multiplication is computed by ὫTGs
We experimentally determine the optimal values of ὸand Ὣ

Our proposed implementation 

© Fujitsu 2024
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Evaluation result of overall LLM training

© Fujitsu 2024

Our proposed implementation contributes to 
a 25% improvement in overall LLM training.

Fujitsu Processor A64FX Specifications

CPU: A64FX(48cores, 2.2GHz)
The language environment: tcsds -1.2.38

A 25% 
improvement 

Cores 48
Frequency[GHz] 2.2

FP32 Peak 
Flops[TFLOPS]

6.75
84
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